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Abstract - Shared Virtual Memory (SVM) systems are organizations of Distxibuted Shared Memory 
systems (DSM). These systems offer a shared memory programming model that is more intuitive than the 
message passing paradigm. Other advantages include low hardware and maintenance costs. This paper 
inuroduces a new simulation environment for such architectures. The developed tool is an execution- 
driven simulator aimed at studying the behavior of memory consistency models, with the exception of 
those needing compiler modifications. Thus, we propose a cheap and flexible way to design efficient 
consistency approaches for SVM systems. 
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1. I n t r o d u c t i o n  

Programming models traditionally used in Networks of Workstations (NOW) [1] usually focus on the 
message passing paradigm. This is because these models need a minimum physical level of integration 
that - in the most basic case - can be limited to a simple LAN. The main advantage offered by NOWs is 
easy maintenance as their nodes and network can be easily upgraded. 

However, the traditional message passing programming model does not allow an appropriate use of 
current parallel code found in shared memory systems. In addition, loosely coupled architectures do not 
allow an easy implementation of more intuitive programming models, such as the shared memory model. 
Symmetric Multiprocessors (SNIP) [2] and Distributed Shared Memory (DSM) [3] are common 
architectures which implement physical parallelization in these kinds of programs. The former offers low 
cost but reduced scalability and system maintenance facilities; the latter offers the above-mentioned 
benefits but at a high hardware and design cost. 

There is no current low-cost alternative to cover the parallel architecture niche over 16 processors in 
SMP systems. A possible solution introduced by Li and Hudak [4], is a Shared Virtual Memory System 
(SVM). As a consequence of their software implementation, SVM systems offer a cheap way to 
implement DSM systems, by supporting the shared memory programming model on loosely coupled 
architectures. Those systems are implemented by the virtual memory management, which forms part of 
the operating system. They benefit from a more intuitive programming model (the shared memory model), 
and from loosely coupled hardware systems such as NOWs. Fault tolerance, maintenance and upgrading 
facilities can be achieved because nodes and networks arc physically independent. 

Nevertheless, the software implementation of these systems implies high communication latency for 
maintaining memory coherence. In addition, the large coherence unit (the page) increases the potential for 
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false sharing. Some solutions have been proposed in the open literature [5, 6, 7, 8, 9, 10, and 11] to reduce 
both latency and false sharing. 

Current results presented in the open literature regarding SVM systems are usually obtained from real 
systems. Using simulators is a cheaper and more flexible way to handle the design. This paper introduces 
a new simulation environment for DSM systems, specifically aimed at shared virtual memory systems 
(SVM) in NOWs. The proposed tool simulates the detailed behavior of these systems, varying memory 
consistency models and local area networks (LAN). It is an execution-driven simulator [12, 13], that can 
make use of real loads such as the SPLASH-2 benchmark suite [14]. 

2. L1DE 
This section discusses the LIDE simulation environment that was developed from two simulators, 

LIMES [12] and SIDE [15]. Figure 1 shows the block diagram of the proposed environment, and how the 
simulators connect to each other. LIMES allows parallel program execution and we use it to collect the 
memory references generated by the workloads. SIDE allows memory consistency model design, and 
injects the transactions needed for coherence maintenance. 
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Figure 1 - Block diagram of the L][DE simulation en~ronmenL 

A. LIMES 
LIMES is a cache memory simulator of SMP systems running on i486 compatible processors. It can 

be concluded [12] that the number and composition of the memory references generated by these systems 
is similar to the data obtained from a RISC multiprocessor machine. Therefore, the memory references 
obtained from simulations of i486 multiprocessor systems can be extended for simulating other kinds of 
multiprocessor systems. 

A SMP memory model is very different from a DSM model - and even more different from a SVM 
model - although the differences are only expressed from a physical point of view (architectural design 
and temporary behavior). The references generated by distributed programs executed on these systems are 
equivalent. In other words, the logical behavior of a DSM system does not really differ from that of a 
SMP system. 

Figure 2 shows the temporal behavior of the components of the LIMES simulator. If any reference is 
pending, the memory simulator is activated during each processing cycle. To reduce the simulation time, 
LIMES does not call the memory sysl~m each simulation cycle because that would suppose multiple 
context-changes; and would consequently increase the simulation time. Instead, LIMES only calls the 
memory system when a memory reference is generated. 
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One of the parameters of this call is the elapsed time since the last memory reference. The memory 
simulator executes a loop for each elapsed cycle from the last reference to the current time. If within the 
loop, the simulator is in a stable state, which does not change until a new reference is generated, then it 
simply increases the simulation time to the current reference without further spinning. 

If  the current memory reference is not satisfied in the cycle that the memory simulator was notified, 
LIMES then checks the state of the reference each cycle until satisfied by the memory simulator. 
Therefore, the memory simulator works only if a reference is pending. Generalizing for more processors, 
the LIMES kernel keeps testing the memory simulator if any processors are still waiting for a pending 
reference. There are no threads in the current version of LIMES. Therefore, a "stalled" processor can only 
wait for a pending reference. 
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Figure 2 - Relation between the SPLASH application, the simulator kernel, the memory simulator 
and the simulation time in LEVIES. 

B. SIDE 

SIDE is a heterogeneous environment for the simulation of networks and processes (state machines). 
It has two main advantages. Firstly, it offers an object-oriented programming model with defined classes 
for the management of several types of synchronization between processes (tails, signals, shared memory, 
messages, etc.). Secondly, it provides several examples of high performance networks (such as ATM). We 
have introduced in SIDE the code to simulate the SVM systems handled by the operating system. The 
code includes the consistency model (duly isolated), and the simulator of the physical network 
interconnecting the nodes. So, it is easy to change the physical network module without any, or just 
minimal, modification to the memory system code. 

SIDE controls the simulation of a scheme of events and processes. The execution of different parts of 
the code for each process depends on the arrival of the expected events, as shown in Figure 3. Events are 
message arrivals, signals from other processes, arrival of a process to a particular state, timeouts generated 
by processes, etc. 
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Figure 3 - Simulation example in the SIDE simulator. 

C. Connecting and executing LIMES with SIDE 

LIDE uses LIMES to obtain the processor references, and it injects these in SIDE, which simulates the 
behavior of the memory and network systems. SIDE processes several references at the same time, and 
repfies to LIMES when any reference is satisfied. Communication between both simulators is made by 
means of two UNIX named pipes. 

Because simulators uses different time scales, one of the main problems is to establish at run-time the 
convenient flow of events between LIMES and SIDE to assure the correct execution of the parallel 
benchmarks. The obvious solution to this problem is to perform the synchronization cycle-by-cycle. 
However, because of the independence of SIDE processes, it is impossible to know the global system state 
at any given moment. Thus, it is impossible to carry out the optimization used in LIMES to reduce the 
synchronization overhead each cycle. This solution would introduce a huge overhead, which would grow 
because synchronization is performed by UNIX pipes. This could be tackled in a fast DSM system 
simulation because memory service takes just a few cycles; but this would take much more time in a SVM 
system, and consequently, this method is not feasible. 

In this paper, a new synchronization scheme is presented that does not need cycle-by-cycle 
synchronization. In the proposed scheme, SIDE counts the real simulation time and LIMES is only aware 
of the correct order in which the references are satisfied. The working scheme is organized in the five 
steps discussed below: 

1. The memory simulator (LIMES) waits for every processor to issue a memory reference. 

2. The memory simulator sends to SIDE the memory reference and the number of processing 
cycles to be simulated. These cycles are independently counted in each processor as the 
amount of processing time elapsed since the previous memory reference. 

3. After receiving the information from 2, SIDE then simulates in a parallel way for each 
processor: 

a) The corresponding processing cycles. 

b) The service time for the current memory reference. 

4. SIDE replies to LIMF_,S when one of the memory references is satisfied. 
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5. Return to the step 1. 

Two different simulators are used by LIDE, so two different time-scales are available. LIDE takes its 
time-scale from SIDE, because as mentioned earlier, LIMES is used to generate references. 

Figure 4 shows how the proposed scheme works. We know all the references from the processors 
involved (step 1) only when the LIMES simulator arrives at T1. LIMES then sends to SIDE the 
corresponding information (step 2) through the pipe. SIDE then simulates the number of cycles 
corresponding to the number of inslzuctions from the previous reference to the actual reference in each 
processor (step 3). When the timeline arrives at T2, then the processor 0 reference is satisfied (perhaps 
because the reference was in local memory) and LIMF, S is restarted (step 4). Nine cycles later, processor 0 
issues another reference and SIDE can continue simulating the new 9 cycles from processor 0, and the 
work left in memory system 1 (step 5). 
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Figure 4 - LIMES and SIDE working together. 

In this way, we achieve a correct execution because the order in which the events are generated is 
known by LIMES, and we obtain the correct time because this is known by SIDE. 

D. Block Structure 
This section details the block structure of the proposed simulator. We have developed a new memsim 

(LIMES memory simulator) connected to SIDE by means of two named pipes• The feedback that LIMES 
receives from SIDE, gives the order in which memory requests are accomplished, and this assures the 
correct operation of the synchronization dependent code. 
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Figure 5 - LIDE synchronization paths and processes. 

Boxes in Figure 5 represent several SIDE processes. All are synchronized by events. The root process 
implements communication with the LIMES memory simulator by pipes, and multiplexes the references 
among the memory processes. Memory processes simulate the memory system behavior for each 
processor; and finally, SIDE mailboxes communicate the memory processes with the root process. 

The simulator design assures independence between the network and the memory processing modules. 
Therefore, we can check different network protocols and configurations while keeping the memory 
simulator intact. For example, Traffic AI is the statistical method used to generate packets in SIDE. This 
method  is  not  used in LIDE to generate packets; but packets c o m i n g  from the m e m o r y  processes  are sent 
to the network processes using Traffic AI as an interface. In this way, we independently code the memory 
and network processes. 

Class heritage and a few macros encapsulate other issues such as system setup and packet reception 
from the network to the memory processes. As Figure 6 shows, the network code is only dependent on the 
fideRoot module. All interfacing for network programming is coded in the modules lideRoot and 
fideStation. 
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The lideProcess module has the memory process code. This code uses macros to access top classes, 
which implement transaction requests and memory management. In this module, different consistency 
models have been implemented. 

3. Condusions and future work 
In this paper, we have presented LIDE, a simulation environment for distributed shared memory 

systems. In this environment, network simulation and memory architecture simulation are placed in two 
independent and de-coupled structures to make component changes easier. LIDE is based on two well- 
known simulators: L]MF_,S and SIDE. LIMES uses real workloads in simulations and collects the memory 
references generated by them. SIDE simulates the memory architecture and the intercoimection network 
The main applications of LIDE are: 

I) Studying the behavior of memory consistency models proposed in the literature; and devising new 
protocols that take advantage of both common memory sharing patterns and data localities of 
parallel workloads. 

2) Studying which standard types of NOW are most suitable for the implementation of SVM systems: 
by using the diverse examples included with SIDE (ATM, Ethernet, etc.); or by modeling new 
ones (100VG AnyLan, FDDI, etc.). 

Within this environment we are studying the RC protocol family. In this family, simulation results are 
straightforward because no code modification is needed. These consistency models are: RC (Release 
Consistency); LRC (Lazy Release Consistency); HLRC (Home Lazy Release Consistency); and AURC 
(Automatic Update Release Consistency). We plan to implement these protocols both in update and 
invalidation variants, when appropriate. Later, we will investigate whether some improvements in the 
mentioned protocols could be performed to find new protocols that better fit the sharing patterns and data 
localities of parallel workloads by working in an adaptive way. 

By using several standard local area networks, LIDE allows the user to choose the most adequate 
characteristics for the current network SVM systems, such as: priority levels, broadcast capacity, etc. 

The current version of LIDE has been checked and used to perform a Comparison study of several 
consistency models [16]. Source code and user's guide and can be found at: 
http://ttt.doctor.upv.es/-salpemar/lide. 

We are permanently improving the simulation environment in order to obtain a more detailed and 
specific tool. The new version will include cache architecture at nodes and will be able to perform 
simulation studies of mixed systems, such as SMPISVM. 
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